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Module 7: Mixed Effects Models
The purpose of this module is to introduce you to how to code, diagnose, and interpret mixed effects

models. It is assumed that you are using the RxP, RxP.clean and RxP.byTank datasets created in
earlier modules.

1 Understanding mixed effects models

Mixed effects models are a way to control for variation in your data that you are aware of but are not
interested in. In essence, it allows you to partition variance in the data into two groups: the Fixed
effects (what you are interested in studying) and the Random Effects (sources of variation that may be
important but which are not things you are interested in).

1.1 Overview

Mixed effects models are a form of heirarchichal model. Essentially, the overall model (regressions, etc)
is built from each of your specified random effects which are then pooled together to build a general
effect (i.e., the fixed effect). One of the most important ways that mixed models can be used is that
they allow you to use data from non-independent observations. For example, until now we have used
data that is averaged for each mesocosm (e.g., mean time to metamorphosis, etc). We do this because
each individual in a given tank is not independent from all the other individuals in the same tank.
They’ve had the exact same developmental environment! However, with mixed models we can use all
the data from every individual while still controlling for the fact that metamorphs were raised in common
environments.

There are multiple packages and functions for conducting mixed models. The most widely used and
supported function is lme4() from the lmer package. Other important packages that you may want to
explore include glmmadmb and MCMCglmm. The coding for lme4() is the same as for lm() and glm(),
but with an added compentent to account for the random effects. You can also use most of the GLM
error families with mixed models, which is great. To conduct generalized linear mixed models, use the
function glmer(). As with GLM’s, to there is a specific function for conducting a generalized linear
mixed model with a negative binomial distribution, which is glmer.nb().

1.2 Coding a mixed effects model

Using mixed models we can do things like explore the effect of Predators and Resources on metamorph
SVL, but use all of the data and control for both the fact that metamorphs were raised in common
tanks, and that tanks came from spatially separated blocks.

In order to add in the Random Effects, we simply tack on an additional argument in our model. R

lets you construct two different types of Random Effects. Models with a random intercept are most
common and essentially assume that the fundamental relationship between your predictors and response
variables (i.e., the slope) is the same across the levels of your Random Effects. A random slope assumes
instead that the fundamental relationship might be different across the levels of your random effects.

In order to code the random effect, you include an argument enclosed in parentheses, with the
optional random slope on the left side of a pipe command | and the optional random intercept on the
right side. It would look like this:
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...+(random_slope|random_intercept)...

It is possible to have multiple, non-nested effects, also known as crossed random effects, which would
look something like this:

...+(1|random_intercept_1)+(1|random_intercept_2)...

In the model below, we have included two nested, random intercepts, one for the spatial block that
tanks were in and one for each individual tank that metamorphs came out of. The random effects are
nested because metamorphs came out of tanks, and each tank was within a block. Thus, there are two
spatial scales of effects, with tanks all being found within certain blocks. There is no random slope
effect in these models because we are assuming that the fundamental relationship of how predators and
resources combine to affect metamorph size is the same across all tanks, but that due to differences
between blocks and tanks in proximity to the forest or overhead shade (just two possible examples of
sources of uncontrollable variation) might have some effect on the size of froglets leaving the water.
Lastly, please note that the column in the dataset Tank.Unique is just one where each tank is given a
unique number instead of just being 1-12 in each block, which would cause some problems.

> lmm1<-lmer(SVL.initial~Pred*Res+(1|Block/Tank.Unique), data=RxP.clean)

> summary(lmm1)

Linear mixed model fit by REML [’lmerMod’]

Formula: SVL.initial ~ Pred * Res + (1 | Block/Tank.Unique)

Data: RxP.clean

REML criterion at convergence: 9475

Scaled residuals:

Min 1Q Median 3Q Max

-2.6856 -0.6647 -0.0936 0.5691 3.8173

Random effects:

Groups Name Variance Std.Dev.

Tank.Unique:Block (Intercept) 0.5294 0.7276

Block (Intercept) 0.2735 0.5230

Residual 2.4501 1.5653

Number of obs: 2493, groups: Tank.Unique:Block, 78; Block, 8

Fixed effects:

Estimate Std. Error t value

(Intercept) 18.3849 0.2663 69.03

PredNL 0.5719 0.3658 1.56

PredL 1.6155 0.2786 5.80

ResLo -0.5143 0.2718 -1.89

PredNL:ResLo -0.2062 0.4987 -0.41

PredL:ResLo 0.1460 0.3999 0.37

Correlation of Fixed Effects:
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(Intr) PredNL PredL ResLo PNL:RL

PredNL -0.378

PredL -0.495 0.360

ResLo -0.508 0.370 0.485

PredNL:ResL 0.277 -0.684 -0.264 -0.545

PredL:ResLo 0.345 -0.252 -0.697 -0.680 0.370

1.3 Interpreting the output

Notice that the output once again looks basically the same as what we saw for lm() or glm(), however
now we have a section titled Random effects. We have two random effects in this model, Block
and Tank.Unique nested within Block. Looking at the Variance column tells us something about the
magnitude of our random effects, i.e., how much variation is being accounted for purely by Block and
Tank within Block. There are no good metrics for what is a ”large” or ”small” effect, but part of the
point is that you don’t really care about it, you just want to remove it and be done with it. The rest of
the output is essentially the same and interpreting the coefficients is no different from lm() or glm().

1.4 Diagnostic plots

Because of the fact that lme4() is a relatively new function, not all of the same utility functions exist
that you can use with other functions. For example, if you want to make the Q-Q plot, you have build
it yourself.

> qqnorm(resid(lmm1));qqline(resid(lmm1))

Figure 1: QQ plot for lmm1.
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In the past few years, several functions have arisen that will actually do this for you. In the lattice

package, the qqmath() function will calculate the qqplot, and in the sjPlot package, the sjp.lmer()

function will plot it as well, as long as you specify the argument type="re.qq".

1.5 Obtaining p-values: Likelihood ratio tests

With mixed effects models, you can use the Anova() function from the car package to calculate
summary statistics, but it is not advised by the R gurus. Instead, you should use Likelihood Ratio Tests
(LRT) to compare nested models. What does that mean? In essence, you build two models that differ in
only one predictor and compare them. If the models are significantly different, that can be interpreted as
support for the predictor that differs between them. Our model above, lmm1 contains three predictors:
Predators, Resources and the interaction between them - Predators X Resources. If we want to know,
for example, if the interaction between Predators and Resources is significant, we need to build a second
model just like lmm1 but without the interaction. We then use the function anova() to compare the
two models. Note that here we are using the anova() function with the lowercase ’a’. This is
very important.

> lmm2<-lmer(SVL.initial~Pred+Res+(1|Block/Tank.Unique), data=RxP.clean)

> anova(lmm1,lmm2)

refitting model(s) with ML (instead of REML)

Data: RxP.clean

Models:

lmm2: SVL.initial ~ Pred + Res + (1 | Block/Tank.Unique)

lmm1: SVL.initial ~ Pred * Res + (1 | Block/Tank.Unique)

Df AIC BIC logLik deviance Chisq Chi Df Pr(>Chisq)

lmm2 7 9484.3 9525.0 -4735.1 9470.3

lmm1 9 9487.8 9540.2 -4734.9 9469.8 0.5182 2 0.7717

The only difference between lmm1 and lmm2 is that lmm2 does not contain the interaction Pred:Res.
The anova() function compares the two models in a maximum likelihood framework and gives us a Chi-
square statistic and a p-value, which can be viewed as the significance of Pred:Res. Note that because
of the heirarchical nature of mixed effects models, it is impossible to accurately know the degrees of
freedom. Thus, you simply do not report them.

We can use LRT’s to calculate p-values for all of our predictors. We can compare our model lmm2
to models that contain only Pred or only Res and obtain p-values for all the predictors.

> lmm3<-lmer(SVL.initial~Pred+(1|Block/Tank.Unique), data=RxP.clean)

> lmm4<-lmer(SVL.initial~Res+(1|Block/Tank.Unique), data=RxP.clean)

> anova(lmm2,lmm3)

refitting model(s) with ML (instead of REML)

Data: RxP.clean

Models:

lmm3: SVL.initial ~ Pred + (1 | Block/Tank.Unique)

lmm2: SVL.initial ~ Pred + Res + (1 | Block/Tank.Unique)

Df AIC BIC logLik deviance Chisq Chi Df Pr(>Chisq)

lmm3 6 9490.0 9524.9 -4739.0 9478.0

lmm2 7 9484.3 9525.0 -4735.1 9470.3 7.7116 1 0.005487 **
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---

Signif. codes: 0 *** 0.001 ** 0.01 * 0.05 . 0.1 1

> anova(lmm2,lmm4)

refitting model(s) with ML (instead of REML)

Data: RxP.clean

Models:

lmm4: SVL.initial ~ Res + (1 | Block/Tank.Unique)

lmm2: SVL.initial ~ Pred + Res + (1 | Block/Tank.Unique)

Df AIC BIC logLik deviance Chisq Chi Df Pr(>Chisq)

lmm4 5 9534.1 9563.2 -4762.0 9524.1

lmm2 7 9484.3 9525.0 -4735.1 9470.3 53.789 2 2.089e-12 ***

---

Signif. codes: 0 *** 0.001 ** 0.01 * 0.05 . 0.1 1

In the end, it appears that we have highly significant effects of Predators and Resources, but they
do not interact to effect SVL at metamorphosis.

1.6 Notes of caution

So that’s all there is to it! Mixed effects models are so easy and they really are very useful. Their are a
few things to keep in mind when using mixed models.

1. Don’t include too many random effects. In any experiment is probably possible to come up with
a dozen different things that might have affected your data, but you can’t try to include all of
those in your model. The math that underlies a mixed model is very complicated, and if you try
to create too complex of a random effects structure your model won’t run.

2. Try to keep your random effects balanced. What that means is that if you specify random effects
that only apply to one treatment (for example) or one particular subset of the data, then your
model might not run.

3. You may not need a mixed model in the first place. If you don’t need it, don’t bother with it.

1.7 Model selection

How do you know if you should include some random effects in your model? One way is by using
Akaike’s Information Criterion (AIC) to compare two models that differ only in the fact that one has
random effects and the other does not. For example, we can build a linear model that is just like lmm1

but doesn’t have the random effects.

> lm1<-lmer(SVL.initial~Pred*Res, data=RxP.clean)

Now, we can compare this model with lmm1 using the function AIC(). We have previously used AIC
to compare the fit of a dataset to different error structures. Here, we are going to use it to compare
the fit of two models against one another. Recall that AIC scores are unitless and that lower AIC scores
mean a ”better fit”. In other words, a lower AIC score indicates the model does a better job of explaining
the variance in the data.
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> AIC(lmm1,lm1)

df AIC

lmm1 9 9492.997

lm1 7 9821.214

We can clearly see that lmm1 which includes random effects for blocks and tanks within blocks has
a much lower AIC score. Thus, we should keep the random effects in the model. We can see that the
Block has a large impact on the results if we plot our two predictors at the same time and facet the
plot by Block. Some blocks have a very strong interaction bewteen resources and predators (e.g., Block
1) whereas other do not (e.g., Blocks 2 or 3). Moreover, the basic patterns are not entirely consistent
across blocks. For example, in Block 1 the effect of predators is much stronger in the high resource
envirnonment, but this is not the case on Block 5.

> qplot(y=SVL.initial, x=Pred, fill=Res, data=RxP.clean, geom="boxplot", facets=.~Block)

Figure 2: A series of boxplots showing how different effects of predators and resources were in each
Block.
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2 Assignment!

Here is an assignment to work on the skills you have just developed.
Back in Module 4, we ran a model to examine the effects of Predator and Resources on the final

SVL of metamorphs. We obtained the following results:

> Anova(lm2)

Anova Table (Type II tests)

Response: log.SVL.final

Sum Sq Df F value Pr(>F)

Pred 0.165730 2 26.7180 2.093e-09 ***

Res 0.010557 1 3.4040 0.06915 .

Pred:Res 0.002499 2 0.4029 0.66989

Residuals 0.223305 72

Now, let’s repeat that analysis but using all of the data and including random effects for Block and
Tank within Block. To do this, you will need to do the following things:

1. SVL.final needs to be log-transformed but we have not done that for the RxP.clean dataset,
so you will need to do that.

2. Make sure to check the model fit via the qq-plot. How does it look?

3. Compare the AIC scores of the model with and without the random effects. Note that this is not
a comparison of lm2, which used tank means, and your new model. There is no way to justly
compare those. What is the models you are comparing to answer this question?

4. Lastly, what effect does including all the data and adding in random effects have on our results?
Why do you think this is?
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