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Thank you for your interest in learning R! I applaud your initiative and I hope to reward it this
semester. There are multiple goals of this independent study course.

• I hope to build your familiarity with R from the ground up and the weekly modules you will
complete assume no prior knowledge of R. Hopefully even if you have some experience with R, you
will learn new ways to approach your analyses. If you are relatively new to R, I hope the hands on
experience will help you overcome ”fear of the R prompt”.

• I hope to foster a larger community of R users at Vassar who can then go on to help one another.
The more students that know the program, the more you can help each other over the coming
months!

• I want to empower you all to not only follow instructions carefully and analyze the data presented
in these modules, but hopefully to be able to analyze your own data when you have it and to think
critically about data when you see them presented in research and in the public realm.

The course will be set up as follows. There will be seven weeks of topics, each with a lengthy
explanatory module which will allow you to teach yourself the code. These topics will take us up
through spring break. It is very important that you do not cut and paste from a pdf of the module. If
you cut and paste you will not learn anything! The seven topics are listed below.

1. Introduction to R

2. Exploratory Data Analysis and Basics of Plotting

3. Basic Statistical Analyses (Linear Models)

4. Generalized Linear Models

5. Generalized and Linear Mixed Effects Models

6. Advanced Graphing and Using ggplot2

7. Simulations and Function Writing

The week after spring break we will have individual meetings to discuss your final project, which is
what you will work on for the remainder of the semester. Ideally, you will have your own data to work
with (e.g., from independent research you have conducted). In our meeting I will devise a set of goals
for you to accomplish during the rest of the semester. Your final product of the semester will be a brief
report about the data you have analyzed. If you do not have your own data, I will supply you with a
data set to work with. The final report will be due on the last day of classes, May 8, 2018.
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Module 1: Introduction to R
The purpose of this handout is to introduce you to the basic workings of R and get you up to speed.

Some of this will be familiar to some of you, but the goal is to get everyone on the same page. You will
learn many of the basic and very important functions of R, such as:

• Creating objects

• Using functions

• Generating artificial data

• Entering data in a format that can be read and analyzed by R

1 Background

R is a statistical programming package and a powerful graphics engine. R is considered to be a dialect
of the S and S+ language that was created by AT&T Bell Labs. S is commercially available while
R is open source and freely available through the Comprehensive R Archive Network (CRAN: https:
//cran.r-project.org). R has many advantages besides being freely available. For example, a user
might program loops to conduct many repetitive statistical analyses or simulate thousands of data sets
with known parameters. In addition, in the fields of Ecology and Evolutionary Biology at least, R is
now by far the most commonly used statistical program (see Touchon and McCoy 2016 Ecosphere for
more information). There is substantial evidence that similar shifts are occurring in Psychology and
Neuroscience as well.

Because R creates objects from analyses that are stored in its memory, new users often are surprised
by the fact that the results of the analyses arent immediately displayed on the screen. When you run
something successfully, all you generally see is the prompt, shown below.

>

There are several reasons for this. First, R does exactly what you tell it to do. Thus, if you tell
it to run an ANOVA, it does that, but you have to tell it a separate function to show you the output
of the ANOVA. Second, printing stuff on the screen takes time and computer power. By now showing
everything that is going on, R is being very efficient. For example, if you wanted to do 100 regressions
on different data sets, R can do this without opening 100 separate windows. One can store only the
regression coefficients and display all of them in a single line for comparision. It is this flexibility that
makes R an attractive statistical engine. Also, its free. Did I mention that it is free yet?

This course provides an introduction to using R in data analyses with practical examples designed
to be readily accessible to biologists. R is also a very powerful graphing tool and I will try to get you
started on your way to making publication quality figures.

This course is not a comprehensive overview of all available statistical approaches and methods or
experimental design. We will of course touch on some of those topics, but there are over 12000 packages
available to use in R (as of January 2018), a number which is growing by the day, so such an overview
is impossible.

Learning R is like learning any language. At times it will be difficult and frustrating, but it is worth
it and if you stick with it you will have breakthroughs that feel amazing. Over time, you may grow to
love working in R!

Touchon (2018) Page 2 of 16

https://cran.r-project.org
https://cran.r-project.org


2018 Vassar College Applied Biostats Independent Study Introduction to R

”Using R is a bit akin to smoking. The beginning is difficult; one may get headaches and
even gag the first few times. But in the long run, it becomes pleasurable and even addictive.
Yet, deep down, for those willing to be honest, there is something not fully healthy in it.”
–Francois Pinard

2 Why Learn R?

You might be thinking to yourself ”Why do I need to learn R?” or ”Seriously, I have to type everything in
by hand?!” or ”Can’t I do this easier in another program?”. There are many answers to these questions.

1. While at Vassar, it is useful for you to learn R and RStudio because if you go on to take a Statistics
course (which most of you will or may have already), you will most likely use R. R is the program of
choice in both the Math and Stats Department, as well as increasingly the Psychology Department.

2. Because it is free and extrmely powerful, R is the only statistics program you will ever really need
to know. If you go on to graduate school or into consulting or any field that deals with data,
you will be able to use R. The same cannot be said with other programs like JMP, SPSS, or SAS,
which are very expensive and may not be available to you at another institution.

3. Yes, you have to type everything in, but that also helps you learn what you are doing. It is very
easy to click some buttons and get an answer that you don’t really understand. If you have to
type in the code for the statistics you are doing, you will have a better understanding of what you
are doing.

4. Having some basic familiarity with ”coding” is increasingly useful across a variety of disciplines.
You don’t need to be a pro, but being comfortable with a computer and with typing code to
achieve a result is very useful.

3 Getting Started

Many of you will be using RStudio, which is a program that uses R. If you are brand new to this, you
will have to download both programs in order to do anything. Please remember this: RStudio is simply
a program that uses R. It basically just helps keep things organized and has some nice autocomplete
functions, but R is the actual program that does everything.

If you do not wish to download RStudio and/or R, Vassar maintains a web server version of RStudio,
available at http://rstudio.vassar.edu/. You have to have an account made by Chris Gahn in Academic
Computing. Let Dr. Touchon know if you would like to do this and he will set it up.

3.1 Installing and Loading Packages

R is designed to be a small program (currently just about 65 mb) which makes it easy to download
and install anywhere in the world. The base version of R contains a great number of functions for
organizing and analyzing data, but the real strength comes in what are called packages. Packages are
freely downloadable additions to R that provide new functions and datasets for particular analyses. For
example, the base version of R can conduct linear models and generalized linear models (Modules 3
and 4) but cannot conduct mixed effects models (Module 5). To do mixed effects models, you need to
download a specific package (of which there are several).
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The only important thing to remember about packages is that adding them to R is a two-step process.
First, you have to install a package, which (perhaps counterintuitively) just downloads the package to
your computer. Secondly, you have to load the package, which is when you have actively placed them
in the current memory for use. You will generally obtain packages from CRAN directly through R.

Assuming you have installed R on your computer, you should run the code below to install the
various packages you will need to have in order to execute the commands presented here throughout
this semester. If you are using RStudio you can click on the packages tab and search for these one at
time by using the little search window. Typing them in as is written below is much faster.

> install.packages(c("lme4","multcomp","car","ggplot2","vegan","gplots","aod",

"nlme","nortest","MASS","AICcmodavg","tidyr","dplyr","broom","gridExtra",

"cowplot","lsmeans","ape","R2admb","FactoMineR","betareg"), dependencies = T,

repos = "http://cran.us.r-project.org")

4 Working from the Script Window

The biggest mistake that most new R users make it to just type commands in to the command prompt.
The problem with this is that once you hit enter, the command is gone. If you hit the up-arrow, R will
scroll through the previously executed commands, but aside from this what you typed is gone and it
cannot be edited!

Instead, you should work from a script window. The script window allows you to easily save and edit
your code, and to execute one or multiple lines of code at once. To open a blank script window, go to
the File menu and click on New Document, or just hit command-N (Mac) or control-N (PC) on your
keyboard.

In the script window you can type in your commands and then execute them by hitting command-
enter (Mac) or control-R (PC). You can also highlight multiple lines of code and execute them all at
once.

To save your code simply go to the File menu and save as you would any other file (or just hit
command-S or control-S on your keyboard).

5 Creating Objects

We will start with creating simple objects in R. Objects allow the user to create very simple symbolic
representations of simple or complex datasets or other information which allows the user to create
elaborate analyses from seemingly simple code with the object stored in the computers memory. However,
creating and manipulating objects can be hard to get used to for those that are accustomed to drag and
drop menus or using spreadsheets to manually manipulate and analyze data by selecting columns, etc.
In the end, however, creating and manipulating objects is far more efficient than manually manipulating
data, as we hope you will see by the end of the module.

Objects are created with the ”assign” operator to assign values to an object, which is an arrow made
from a greater than sign and a minus sign, and looks like "<-".

> n <- 10

In R language, you can say this as ”n gets 10” or ”10 is assigned to n”. It can go the other way as
well, although this is not very commonly used.
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> 10-> n

In both of these examples, you created an object called ”n” and assigned it the value of 10. You
may have noticed that nothing happened after you hit return. In general, that is good. You told R to
do something and it did it. You did not tell R to display what ”n” was.

> n

[1] 10

You can also use the ”=” sign to do this (e.g., "n = 10". Some folks prefer the equal sign because it
is one less key stroke, others prefer the little ”assign” arrow. I recommend the arrow because it separates
assigning objects from other uses of the equal sign, and that is what you will see in these modules. To
each their own.

Names of objects MUST start with a letter and can include letters, digits, dots (.) and underscores
(_). R is case sensitive, so x and X are different objects. Remember, spelling always counts and spelling
mistakes are among the most frequent ”bugs” in R code. Whenever you get an error, the first thing you
should always look for is a typo in your code. Remember, R does exactly what you tell it to do and only
what you tell it to do. There is no spell check and no autocorrect. Spelling counts.

One thing to be careful of is that it is very easy to write over and replace existing objects. For
example, earlier we made an object called ”n” and assigned it the value 10. we can easily ”write over”
the first n with a new version assigned a different value.

> n <- 15

> n

[1] 15

We can also use R as a calculator.

> 2+2

[1] 4

> 2*2+1

[1] 5

> 2*(2+1)

[1] 6

> 2^4/2+1

[1] 9

> 2^(4/2)+1

[1] 5

> 2^(4/(2+1))

[1] 2.519842

6 Functions

Most of the work done by R is going to be done by functions. Functions are pre-written programs that
we use to do something to a numerical value or to an object. The first part of the function calls the
appropriate function, the action is then take on the object or numerical value in between the parentheses.

For example, the rnorm() function calculates a random number selected from a normal distribution.
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> rnorm(1)

[1] 0.375807

There are a number of hidden default values for the above. This is a good time to introduce the
”help” function. If you are using RStudio you can click on the help tab (lower right screen) and type
in your search term there, but the easiest way is to just type a ? followed by the thing you are looking
for, like so:

> ?rnorm

This brings up a variety of functions related to the normal distribution. In this case, we are only
interested in the rnorm() function.

> rnorm(n, mean = 0, sd = 1)

Every function takes what are called arguments. Some arguments are required for you to enter in
order to make the function work, others have default values that the function will use if you do not
specify anything different. The description of the rnorm() function shows three arguments. The first
value, n, is the number of observations, or how many values you want the function to return to you.
It has no predefined value and so the user must enter a number to tell the function how many values
to return. The mean and sd are the mean and standard deviation of the normal distribution that R

will use when generating the requested random values. By looking at the help file, we can see that the
pre-assigned values are a mean of 0 and a sd of 1. However, we can change those values and draw any
number of observations from any normal distribution. For example, if we want to generate 100 random
numbers drawn from a distribution with a mean of 5 and a sd of 2, we can type this:

> r1<-rnorm(100,5,2)

> r1

[1] 4.6557470 5.5941150 4.8508891 5.5022937 6.9833345 6.1503355

[7] 0.5474339 5.6182604 4.3915071 3.2228780 6.1761192 1.6478421

[13] 3.5643373 4.5829571 3.7851937 7.0921126 3.7837499 2.6960668

[19] 3.8279177 3.5722695 4.3884598 3.8801627 2.5465194 2.0546183

[25] 8.0346857 5.3244424 3.8208153 7.0876127 3.1377564 4.0550368

[31] 6.8256979 8.8469813 4.8248865 5.6059394 8.7774880 8.2874889

[37] 4.3082426 4.2394562 6.1430113 3.3888380 6.9996122 2.3318952

[43] 3.9680891 3.5187882 3.9882358 0.2636563 4.0048823 9.2819733

[49] 1.9525183 7.3085626 8.8963398 5.1298563 4.8826877 5.3660131

[55] 7.7627106 7.8612450 4.9866032 3.5655118 4.1863402 3.1534616

[61] 7.0147123 5.5487551 2.5012851 4.5229035 2.2376003 5.2053711

[67] 6.1544977 6.0838660 4.0136661 6.6611279 2.7568491 6.2622607

[73] 6.3586032 5.9348135 5.2167512 2.8691751 8.6373620 6.3500890

[79] 6.3435987 5.3169199 3.8540732 3.2530587 3.9305232 2.0213364

[85] 5.7728362 3.2240667 3.8142896 6.4899377 -1.4118324 5.7374872

[91] 3.0108571 3.0645821 5.2130221 3.1929890 4.2670018 4.3637027

[97] 4.2844640 6.0637574 5.8947349 7.9660156

Note that your values for r1 will be different, since the values are drawn randomly. This provides
the opportunity to mention two things. First, the object r1 is a vector of length 100 (we will discuss
vectors more in just a bit). We can determine the length of any vector using the function length().
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> length(r1)

[1] 100

Second, you will notice that each of the elements in the vector comes with a number. We can call any
one or multiple elements of a vector by using the index function [] (square brackets). Square brackets
are actually a type of function and using indexing is a fundamental and key part of understanding how
to use R to access and manipulate objects. For example, assume we want the first element of r1.

> r1[1]

[1] 4.6557470

We can do this for any element in the vector, or multiple elements by specifying them using the
range desired and a colon.

> r1[5:10]

[1] 6.9833345 6.1503355 0.5474339 5.6182604 4.3915071

We will come back to indexing later, but keep it in mind. A couple of other useful fuctions. To see
what we have stored in the memory, use the ls() command.

> ls()

To remove an object, use rm().

> rm(n)

We can do some quick visualization of these data in r1 using the hist() function.

> hist(r1)

Figure 1: A histogram of 100 randomly generated values from a normal distriubtion with mean of 5 and
a standard deviation of 2. Note that your histogram will look a little different because you have 100
differently generated values than I had when I made this figure.

You can also embed functions within functions. Here are some things to try:
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• Make a histogram of 1000 random variables with a mean of 10 and sd of 5 in one statement.

• Can you calculate the mean of r1? What about the standard deviation?

All R objects have two characteristics, they have a length (mentioned above) and a mode.

> mode(r1)

[1] "numeric"

Data are stored in four types of modes, typically. These are ”numeric”, ”character”, ”complex”, or
”logical” (TRUE or FALSE).

> A <- "Bumblebee"; bee_alive <- TRUE; z <- 1i

> mode(A); mode(bee_alive); mode(z)

[1] "character"

[1] "logical"

[1] "complex"

Notice above we separated each statement by semicolons, which is the same as hitting return. This
is a neat trick but can make your code a bit messy.

We can also change the mode of an object, for example, we can make numeric objects characters.

> B <- 5

> mode(B)

[1] "numeric"

> mode(B) <- "character"

> mode(B)

[1] "character"

It is useful to know the mode of an object or a vector for several reasons. First, R tries to be smart
about determining if data that are entered are numerical, integer, logical, or characters. But R is only
as smart as you are. It is common to have mistakes in a dataset. For example, if you have letters where
numbers should be R will treat the entire vector as characters.

We can create new vectors from scratch by using the c() function, which stands for ”combine” or
”concatenate”.

> r2 <- c(1:100)

> mode(r2)

[1] "numeric"

> r3 <- c(1:100,"b")

> mode(r3)

[1] "character"

We will cover checking data in the next module. However, there is a set of characters that can be
used in R without changing the mode of a numeric vector. We use these characters to indicate missing
data.

Missing data are best represented by NA in your dataset, which means ”Not Available”. It may go
without saying, but it is absolutely not acceptable to use zeros (0) to signify missing data as zero is

Touchon (2018) Page 8 of 16



2018 Vassar College Applied Biostats Independent Study Introduction to R

treated as an observation in R. Therefore, you should code NAs directly into your data set when data
are missing. That being said, NAs can cause problems with many functions if not properly accounted
for in the function.

> r4 <- c(1:100,NA)

> mode(r4)

[1] "numeric"

> mean(r4)

[1] NA

Taking the mean of r4 returns an NA, which is probably not what you wanted to have happen. For
some functions, you need to either remove the NAs first or specify that NAs should be ignored. For the
mean() function, that can be done by adding one extra argument.

> mean(r4,na.rm=TRUE)

[1]50.5

7 What your data should look like before loading into R

Spreadsheets (MS Excel, etc) are useful for entering data, but not necessarily for analyzing data. Their
flexible nature enables the user to enter all sorts of different pages with a variety of notes and a way to
store those data. In my experience, many people are terrible at organizing their data so that it can be
analyzed, most times spreadsheets are simple a place to dump information. You Excel file is not your
scrapbook. For example, look at the screenshot below.

Figure 2: An example of the wrong way to organize your data.

Good practice should have a consistent use of capitals and should be very careful about spelling. For
example, notice the two spellings of ”Ficus” above or the varying capitalization of Jacaranda in Figure
2. R will treat typos like these as separate and independent, causing problems. What we are going for
is one observation per row, and placing data into a long format. As far as summary data goes (means,
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etc.) it is advisable to include only raw data in your basic master data file. R can create summary data
for you faster than you or excel (and correctly in most cases). Also, remember to use NA for missing
data.

A much better way to organize these data is below in Figure 3.

Figure 3: An example of a much better way to organize your data.

8 Understanding the Various Types of Objects in R

There are a number of different types of objects in R and it is important to understand how each of
these work.

Table 1: Some various types of data objects available in R

Object Modes Several possible?
vector numeric, character, logical or complex No
factor numeric or character No
array numeric, character, logical or complex No
matrix numeric, character, logical or complex No
data frame numeric, character, logical or complex Yes
ts numeric, character, logical or complex No
list numeric, character, logical, complex, function, expression... Yes

8.1 Vector

A vector has only a single dimension, the length of the vector is defined by the number of elements in
the vector. All of these must be the same mode (do you remember what the mode is from just a few
pages ago?). For each of these types of objects, we can ask R what kind of object it is by using the
structure or str() command.
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> str(r1)

num [1:100] 4.65 5.59 4.85 5.50 6.98...

The structure of the object tells us it is a numeric vector with 100 elements and it gives us the first
five elements. We can also ask R directly if r1 is a vector.

> is.vector(r1)

[1] TRUE

8.2 Matrix

A matrix is an array of multiple vectors all of the same length, with 2 dimensions, which we interpret
as rows and columns. All the elements in a matrix need to be of the same mode (e.g. numeric, logical,
etc.)

To create a matrix, we can fill a blank matrix with NAs and then define the dimensions or the
numbers of rows and colums.

> mat1<-matrix(data = NA, nrow = 5, ncol = 5)

> mat1

[,1] [,2] [,3] [,4] [,5]

[1,] NA NA NA NA NA

[2,] NA NA NA NA NA

[3,] NA NA NA NA NA

[4,] NA NA NA NA NA

[5,] NA NA NA NA NA

Similarly, we can fill the matrix with data to start off with. Notice how we can change the way the
individual cells in the matrix are filled by changing the byrow argument.

> mat2<-matrix(data=1:25,ncol=5,nrow=5,byrow=TRUE)

> mat2

[,1] [,2] [,3] [,4] [,5]

[1,] 1 2 3 4 5

[2,] 6 7 8 9 10

[3,] 11 12 13 14 15

[4,] 16 17 18 19 20

[5,] 21 22 23 24 25

> mat3<-matrix(data=1:25,ncol=5,nrow=5,byrow=FALSE)

> mat3

[,1] [,2] [,3] [,4] [,5]

[1,] 1 6 11 16 21

[2,] 2 7 12 17 22

[3,] 3 8 13 18 23

[4,] 4 9 14 19 24

[5,] 5 10 15 20 25
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8.3 Data frame

A data frame is perhaps the most useful and most used of the objects we will discuss this class. As
mentioned above, data frames are a table composed of one of several vectors all of the same length
(this last bit is important), but the data in those vectors can be different modes. We will get to reading
in data in the next module, but right now, we can use R to convert our matrix mat3 into a data frame
using as.data.frame(). We can also create a data frame from scratch.

> is.data.frame(mat3)

[1] FALSE

> df1<-as.data.frame(mat3)

> is.data.frame(df1)

[1] TRUE

> var1<-rnorm(10,20,1)

> var2<-c(rep("TreatmentA",5),rep("TreatmentB",5))

> df2<-data.frame(var1,var2)

> df2

var1 var2

1 20.31967 TreatmentA

2 20.80643 TreatmentA

3 20.14287 TreatmentA

4 19.47669 TreatmentA

5 21.13716 TreatmentA

6 21.30424 TreatmentB

7 19.93657 TreatmentB

8 21.16832 TreatmentB

9 18.66795 TreatmentB

10 20.57597 TreatmentB

Notice how we nested several functions together to create var2. The rep() function simply repeats
something multiple times, so we can concatinate together two iterations of rep() to create our cate-
gorical variable of Treatments A and B. In case it isn’t obvious, in the code above we just repeated the
text ”TreatmentA” 5 times, followed by ”TreatmentB” 5 times, and we concatenated them together in
a single variable.

For obvious reasons, it can be useful to give the columns in a data frame informative names. There
are two easy ways to do this. First, we can reassign the column names of the data frame using the
names() function.

> names(df2)

[1] "var1" "var2"

> names(df2)<-c("height","treatment")

> df2

height treatment

1 20.31967 TreatmentA

2 20.80643 TreatmentA

3 20.14287 TreatmentA

4 19.47669 TreatmentA
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5 21.13716 TreatmentA

6 21.30424 TreatmentB

7 19.93657 TreatmentB

8 21.16832 TreatmentB

9 18.66795 TreatmentB

10 20.57597 TreatmentB

The second way to do this would be to assign the names when we created the data frame originally.

> df2<-data.frame(height=var1,treatment=var2)

> df2

height treatment

1 20.31967 TreatmentA

2 20.80643 TreatmentA

3 20.14287 TreatmentA

4 19.47669 TreatmentA

5 21.13716 TreatmentA

6 21.30424 TreatmentB

7 19.93657 TreatmentB

8 21.16832 TreatmentB

9 18.66795 TreatmentB

10 20.57597 TreatmentB

8.4 List

Finally, lists are objects that can contain any type of object (vectors, matrices, data frames, even other
lists). Lists are often objects that are generated by the analyses we will cover in later modules (e.g., the
output for a linear model is a list).

Lets say we want to create a list that has both df1 and mat3 in it as a matrix and a data frame.

> list1<-list(df1,mat3)

> list1

[[1]]

V1 V2 V3 V4 V5

1 1 6 11 16 21

2 2 7 12 17 22

3 3 8 13 18 23

4 4 9 14 19 24

5 5 10 15 20 25

[[2]]

[,1] [,2] [,3] [,4] [,5]

[1,] 1 6 11 16 21

[2,] 2 7 12 17 22

[3,] 3 8 13 18 23

[4,] 4 9 14 19 24

[5,] 5 10 15 20 25
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Did R keep those both the same? How can we tell? One of the fundamental commands that you
should use to see if your data has loaded correctly is the previously mentioned structure command,
str().

> str(list1)

List of 2

$ :’data.frame’: 5 obs. of 5 variables:

..$ V1: int [1:5] 1 2 3 4 5

..$ V2: int [1:5] 6 7 8 9 10

..$ V3: int [1:5] 11 12 13 14 15

..$ V4: int [1:5] 16 17 18 19 20

..$ V5: int [1:5] 21 22 23 24 25

$ : int [1:5, 1:5] 1 2 3 4 5 6 7 8 9 10 ...

If we want to access one of these objects in a list, we can once again use indexing, but here we have
double square brackets [[]] to indicate which object in the list we are referring to.

> list1[[1]]

V1 V2 V3 V4 V5

1 1 6 11 16 21

2 2 7 12 17 22

3 3 8 13 18 23

4 4 9 14 19 24

5 5 10 15 20 25

What would we do if we wanted to access the value that is in the 1st row, 5th column of the data?

> list1[[1]][1,5]

[1] 21

What you just read or typed along with may seem trivial but it is extremely crucial! R works
sequentially left-to-right in most commands and it allows you to compound together multiple commands
one-after-another. Thus, typing list1[[1]] is exactly the same as the matrix itself. It is representative
of the matrix, which means that we can tag indexing commands on to the end of it in order to access
things inside the matrix. Don’t worry if that does not make perfect sense right now, it will sink in and
become clear as we work through more examples.

Speaking of indexing, notice that we have used indexing here to pick out the first object from the
list and then the element in the first row and fifth column. For indexing within a matrix or data frame,
the convention is always row first, column second separated by a comma. [row,column]. We can also
name the objects in the list as well.

> names(list1)<-c("my.data.frame","my.matrix")

> str(list1)

List of 2

$ my.data.frame:’data.frame’: 5 obs. of 5 variables:

..$ V1: int [1:5] 1 2 3 4 5

..$ V2: int [1:5] 6 7 8 9 10

..$ V3: int [1:5] 11 12 13 14 15
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..$ V4: int [1:5] 16 17 18 19 20

..$ V5: int [1:5] 21 22 23 24 25

$ my.matrix : int [1:5, 1:5] 1 2 3 4 5 6 7 8 9 10

Once the object has names, we can use the name to pull out the specific object alone with the dollar
sign to signify the name.

> list1$my.data.frame

V1 V2 V3 V4 V5

1 1 6 11 16 21

2 2 7 12 17 22

3 3 8 13 18 23

4 4 9 14 19 24

5 5 10 15 20 25

9 Other Useful Functions

It is impossible to try and provide a comprehensive list of the functions and could use. Here is a brief
list of our favorites and/or most used.

• Functions for manipulating data frames or other objects

– ncol() - tells you the number of columns.

– nrow() - tells you the number of rows.

– head() - shows you the top 6 rows of a data frame..

– tail() - shows you the last 6 rows of a data frame..

– names() - shows you the column names and allows you to change them.

– colSums() - calculate the sum of a column or columns in a data frame.

– colMeans() - calculate the mean of a column or columns in a data frame.

• General functions for creating or manipulating objects

– seq() - Create a sequence of numbers.

– rep() - Repeat something a set number of times.

– trunc() - Truncate a number to just the integer.

– round() - Round a number to a set number of decimal places.

– rbind() - Bind two vectors together as rows

– cbind() - Bind two vectors togethr as columns

– paste() - Stick two bits of text together.

• Mathematic functions

– mean() - Calculate the mean of a vector of numbers.

– sum() - Calculate the sum of a vector of numbers.

– max() - Find the max value in a vector.

– min() - Find the min value in a vector.

– sd() - Calculate the standard deviation of a vector.
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10 Assignment!

Here are some things to do on your own.

1. Create a data frame that contains at least one factor with three categories and at least three
columns of made up numeric data. Thus, it should have at least 4 columns. Make sure the
columns have meaningful names. Have at least 10 rows per categories (i.e., at least 30 rows long).

2. Once you have a data frame, plot a histogram of your numeric variables. Add color, change the
axes, and the main title. Don’t be afraid to look at the help file for hist().

3. Use the plot() function to try and plot your numeric and categorical variables. What happens
when you give R different types of data to plot?

Turn in to me (via Moodle) a word doc or pdf with 1) a screenshot of your dataframe, 2)
one plotted histogram and 3) one plot made with the plot() function.
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